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1. Introduction

Cardiovascular disease (CVD) continues to be a major cause of death and disability worldwide and has a continuous demand
upon preventive and curative health services U, Early identification of those who are at increased risk prior to the occurrence
of acute events provide the opportunity to intervene early, and to allocate limited clinical resources. For decades, there has
been a focus on computational risk prediction, beginning with regression-based scores that use limited, prespecified variables,
and moving on to machine learning-based scores and, in recent years, those based on deep learning models which can
represent complex, non-linear relationships among numerous variables [2 34 51,

Any data-driven cardiac model is constrained by the data on which it is based. Real clinical data are often small, imbalanced,
incompletely labeled, and hard to share, due to institutional governance and privacy regulation. Such restrictions have led to a
growing curiosity about synthetic data—synthetic records which mimic the statistical characteristics of real cohorts but by
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artificially generated to minimize direct exposure of patient
information. Now widely available for teaching,
prototyping, and benchmarking, generation can be achieved
through simple marginal sampling methods to generative
adversarial networks [, variational autoencoders [’ and
conditional models for tabular datasets [,

This dependence raises a methodological issue that has been
little explored from an empirical perspective in the cardio
tabular context. This does not imply that a model that
performs well on a synthetic dataset will perform well on
real patients, nor that the same reported metrics will apply in
both scenarios. A generator can have more regular
dependencies, which are easier to classify than the ones seen
in the clinic, leading to an optimistic estimate of
performance; or it can have artefacts that reduce
performance. Without a controlled comparison, it is
unknown whether the findings of synthetic data can be
equated with real data, and conclusions drawn from
synthetic data alone, may not accurately capture clinical
readiness. The existing gap in literature is very specific. A
large body of work has been devoted to statistical fidelity
assessment, comparing the marginal and joint distributions
of synthetic data with cohorts of real data, and a separate
body of work has been devoted to predictive performance
assessment, reporting results of deep models on real cardiac
data. A few studies have attempted to tie these strands
together by keeping a fixed predictive model and testing the
performance of the model by changing the data provenance
alone. Few studies have attempted to connect these strands
by testifying the performance of a predictive model with a
fixed one and varying the data provenance only. When
studies do compare synthetic and real data, it is typically
done so in a manner that the model, the features studied, and
the way the result is assessed are all modified, obscuring the
effect of data provenance from modeling decisions. To
confidently attribute performance differences to provenance,
an experiment with the same protocol and architecture, but
varying data is necessary. The main goal of this study is to
provide such an experiment for cardiac tabular prediction.
This study has four contributions. First, it offers an
architecture-controlled comparison of synthetic and real
clinical data for heart disease prediction, eliminating model
choice as a confounding factor. Second, it provides
complementary measures of the transfer gap, and
demonstrates that data provenance has differential effects on
discrimination and calibrated accuracy. Third, it shows, by
means of a controlled optimization study, that the gap is
caused by overfitting on the relatively small sample of real
data, which can be overcome using standard methods.
Fourth, it places the results in the published benchmarks for
UCI, not allowing it to be confused with the real data
performance.

2. Literature Review

2.1. Machine and Deep Learning for Cardiac Prediction
For over 30 years, the UCI Cleveland cohort has been a
reference point for cardiac classification and the overall
results have generated a valuable expectation range. A
hybrid model suggested by combining random forest with
linear learner achieved accuracy in the vicinity of 88.7%,
saying that the hybrid of complementary learners has a
mixture of axis-aligned and linear structure !,

The mean accuracy were roughly 87.5% for the evaluation
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of K-nearest neighbours, logistic regression, and random
forests, and showed sensitivity to feature selection [0,
90.8% [*YI was obtained by A K-nearest-neighbour classifier
and 88.5% [*2 for random forests with feature selection.
Combined machine-learning and deep-learning pipelines
have likewise been reported for the same benchmark 131, In
141 evaluated several machine learning and deep learning
approaches for coronary heart disease prediction and
reported an accuracy of 92.42% using a support vector
machine (SVM) classifier on the UCI Heart Disease dataset.
Deep learning approaches have expanded the design space.
Over the past five years (2018-2023), the trend in
comprehensive reviews is moving from single feed forward
networks to integrated architectures with deep models
coupled to feature selection, optimization or attention 1%, In
one study, the cardiac features were fed into a sparse
autoencoder prior to classification, similar to the
regularization philosophy of the present work € and
boosting the precision on small datasets. Another ensemble
of combined DL and feature fusion in both Cleveland and
Hungarian datasets, achieved high accuracy, but needed
more sophisticated data manipulation which makes
comparison difficult [7). Recent studies have also introduced
modular  pipelines that choose between multilayer
perceptrons, one-dimensional convolutional networks and
tabular transformers based on the characteristics of the
dataset, achieving an area under the curve of almost 0.90 on
the same benchmark of 303 records from the Cleveland
heart disease dataset under nested cross-validation [8l,
These studies report accuracy in the high 80s to mid-90s
range in these studies, and the high numbers are often
accompanied by carefully designed feature engineering or
validation methods which are not strictly separated from
model selection to test.

These methods are not only relevant to cardiac data for
prediction, but to clinical tabular prediction in general. The
liver disease prediction task has been used as a benchmark
for machine learning with systematic hyperparameter
optimization, and the results have shown that tuning and
ensemble tree models have a significant impact on
predictive accuracy on tabular medical records 9. The
result is similar to that of the current work, where
hyperparameter tuning and ensembling were key factors for
success in the small real data set. The imaging domain is a
good example of the wide range of applications in which
deep convolutional networks have been used to solve
diagnostic problems like brain tumour detection in magnetic
resonance imaging ?%. This shows a broad range of deep
learning in the healthcare field and highlights the fact that
there are different modelling challenges for each modality:
tabular and image. The present work falls under the Tabular
domain where sample size and regularization are dominant
factors to influence performance rather than feature
extraction from the spatial domain.

One methodological warning that occurs throughout this
literature is that small data sets can lead to positive
evaluation. If the same data that is used for final reporting
are used to tune the hyperparameter or there is no untouched
hold-out set, accuracy estimates can be inflated. This is why
several authors do suggest to cross validate, with explicit
separation of tuning and testing. The protocol used in this
work is based on that recommendation and reported values
are considered to be estimates, not best values.
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2.2. Synthetic Clinical Data and Its Validation

The field of synthetic data generation is now a separate
research branch in the context of healthcare informatics.
Some reviews follow this trail from the marginal-based
methods to generative adversarial networks, variational
autoencoders and diffusion models, and highlight that the
usefulness of synthetic data is not just about the similarity of
the statistics but relies on the downstream utility as well 24,
(22 231 A recent series of systematic reviews of tabular
health-record synthesis reach comparable results about the
priority of downstream utility 241,

The utility question has been formalized as whether models
trained on synthetic data perform comparably to those
trained on real data, and whether comparisons made on
synthetic data remain valid on real data. Empirical evidence
is mixed and domain dependent. In medical imaging,
training partly or wholly on synthetic samples can improve
robustness, whereas in tabular clinical settings the transfer is
less predictable. A comparison of analyses on real and
synthetic derivatives of the same cohort found broad but
imperfect agreement, which motivates task-specific
validation °1, On tabular cardiac data specifically, a recent
study used Bayesian-network generators to synthesize
records from the UCI Cleveland cohort and evaluated real-
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only, synthetic-only, and hybrid training configurations,
finding that the benefit of synthetic augmentation depended
strongly on the structure and completeness of the source
data and was largest for the noisier Switzerland cohort 121,
At larger scale, a dual adversarial autoencoder trained on
nearly one million diabetes patients produced synthetic data
on which models matched real-data predictive performance,
yet sex-stratified analyses revealed biases invisible to
standard utility metrics, reinforcing that aggregate parity can
mask clinically relevant discrepancies 7. A transfer
learning study of survival in colorectal cancer came to a
similar conclusion: A model trained on synthetic data and
locally adapted with hospital data performed as well as a
model trained on the hospital data alone, but the authors
noted that synthetic data should be used in conjunction with
real clinical data, not in place of it. 28 Although these
advances have been made, relatively little research has been
conducted with a fixed predictive model using synthetic and
real clinical data, and comparing the difference. The present
study makes such a controlled comparison for cardiac
tabular prediction and connects to the real-life issue of
overfitting on small datasets. A summary of the
representative studies and their comparisons to the present
work are presented in Table 1.

Table 1: Representative studies and the position of the present work.

Study Data Method Focus / Limitation

Mohan et al. UCI Cleveland Hybrid RF + linear High accuracy; single split

Shah et al. UCI Cleveland KNN Strong result; small sample

Demir et al. UCI Cleveland SVM Classification performance (92.42% accuracy)
Lazzaro et al. UCI (3 cohorts) Bayesian-network synthesis Synthetic augmentation depends on data quality
Ortufio et al. 1M diabetes cohort Dual adversarial auto encoder Parity hides sex-stratified bias

Jang et al. Synthetic + hospital | Domain adaptation / ensemble Synthetic complements, not replaces

This work Synthetic + UCI Architecture-controlled MLP Synthetic-to-real transfer

3. Theoretical Background

This section establishes the conceptual and mathematical
basis for the model before its application is described. The
prediction task is formulated as a supervised binary
classification problem. The goal is to find a function that
maps a feature vector to a probability of whether the patient
has heart disease (or not) from a set of labelled examples,
and that works with new feature vectors that have not been
seen before.

3.1. Supervised Classification Framework

Make each patient correspond to a feature vector, and a
label from an unknown joint distribution over features and
outcomes. Classifier is a function with parameters that
approximates the probability of the disease when provided
with the features. Learning involves choosing parameters
that have a minimum discrepancy with respect to a measure
between the probability functions predicted by the
parameters and the finite sample of labels, with the
assumption that the same set of parameters will be
appropriate when confronted with independent data from the
same distribution. The challenge is generalization — models
that are sufficiently complex can fit the training sample well
and still perform poorly on new instances, even more so as
the number of instances in the training set decreases
compared to the number of model parameters.

3.2. Feed-Forward Neural Networks As Universal
Approximators

Alternating linear transformations and non-linear activation
functions form a feed-forward neural network. If there is at
least one hidden layer, and the activation function is non-
linear, then the networks are universal approximators which
can represent any continuous function on a compact domain
to arbitrarily high accuracy when the width of the network is
large enough 1. This expressive ability encourages their
use for clinical prediction, in which there are non-linear and
interacting relationships between risk factors. It is the same
ability that makes regularization explicit when the training
sample is small, in that an unconstrained network can learn
idiosyncratic patterns that don't generalize. Later in the
paper methods are developed specifically to control this
capacity.

3.3. The Bias—Variance Perspective on Small Clinical
Datasets

The behavior in this study can be explained very well in
terms of the bias—variance decomposition of generalization
error 3%, A flexible model with a large regular data set can
have both a low bias and a low variance. The same model
tends to have high variance when applied to a small data set:
predictions will change substantially if the model is trained
on a different data set, and its decision boundary, well-
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aligned with the class boundaries, may be poorly placed.
Regularization methods like dropout, weight decay, early
stopping and ensembling minimize the variance, resulting in
a slight increase in bias, and thus in better expected
accuracy on unseen data. This view puts the empirical
comparison of the large synthetic data set with the small real
data set into perspective and sheds light on why the
optimization protocol is able to bridge the gap observed.

4. Experimental Setup

4.1. Dataset Preparation

For this study two different datasets with opposing origin
and size were chosen (Table 2). The synthetic data set is a
publicly available set of 9,000 synthetic samples of the
Kaggle corpus, with an estimated disease prevalence of
30%, as described by the authors. For each record there are
25 predictive attributes including demographics, resting

Synthetic
9,000 records, 25 features

117
034

0.42
0.87

Real
UCI Cleveland, 303 patients, 13 features
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blood pressure, a lipid and metabolic panel, cardiac
indicators, and lifestyle factors, together with a binary label.
It contains no missing values or duplicates, a characteristic
of generated data. The real dataset is the UCI Cleveland
Heart Disease dataset 11, ¥l of 303 patients with 13 clinical
attributes; its original 0—4 severity label was binarized into
absence versus presence of disease, and a small number of
missing values were imputed.

Table 2: Summary of the two datasets.

Characteristic Synthetic UCI Cleveland
Records 9,000 303
Predictive features 25 13
Missing values None Few (imputed)
Disease prevalence ~30% ~46%
Provenance Generated Real clinical
Target encoding Binary Binarized (0 vs 1-4)

£ Y
‘o/ ’ Accuracy

H l I Macro-F1

| { ROC-AUC

Identical MLP
and protocol

Fig 1: Overview of the two datasets feeding a single shared model.

4.2. Preprocessing

For both data sets, the same pre-processing was used.
Examples of non-numeric attributes were label encoded. For
the real dataset, missing values were replaced by the median
values of the features, which is a suitable value for skewed
clinical variables. Data for each set were split into a training
and test set, with a 20% test set, and features were
standardized based on statistics calculated on the training
partition only. The formal definition of standardization is
given in Section 5.

The median value is used instead of the mean value because
of the distribution of the variables concerned. The real data
set's vessel-count and thalassemia fields are discrete and
asymmetric, and the median provides a realistic central
value, which is not adversely affected by extreme values.
The imputation procedure had limited influence on the
overall distributions of the features, due to the fact that only
a small proportion of records needed imputation, and the
imputation procedure did not use information from the test
partition. The categorical fields were encoded using label
encoding rather than one-hot encoding to reduce the
dimensionality of the input space, especially since the first
linear layer in the network can handle an ordinal encoding
afterwards without a significant increase in its size, which is
beneficial since the real data is small.

The standardization was done for two purposes. It serves
many more purposes than just putting all features on a
similar numerical scale: It works well with batch
normalization and with the Adam optimizer, which require
moderate-sized features to behave well. In the synthetic
data, a large range of features (such as the step numbers per
day) would otherwise swamp the starting gradient signal
and slow down convergence, and in the real data, one
feature (cholesterol) has a large range. The test set was used
without retraining, which guaranteed that the test was truly a
generalization and not some transformation that was simply
adapted from the training set.

4.3. Proposed Model

All along, a single fully interconnected feed-forward
network was used. It applies 3 hidden layers of sizes 128,
64, and 32 to the input vector and outputs 2. The hidden
blocks are linear transformations, batch normalization (in
the first two blocks), rectified linear activations and dropout;
the output layer generates class probabilities via a softmax
layer. Architecture is displayed in Figure 2, and specified in
Table 3. The same architecture was used for both datasets,
and only data-dependent parameters like the batch size and
number of epochs were altered for the significantly different
data sizes.
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Feed-forward neural network architecture (MLP)
Input layer Hidden layer 1 Hidden layer 2 Hidden layer 3 Output layer
(d features) (128 neurons) (64 neurons) (32 neurons) (2 neurons)
x a D
. ' = 5
X O | 1
E ':' 1) : @)
& 1 h
xd—] d 127 > 31
| | & G K
X @ 30 | |,ee-... = (e sy | I WSRICRSENOR AU e W | - oo g A DS
! Linear (d — 128) ! Linear (128 — 64) ! ! .
: BatchNorm | ; BatchNorm : l Llnearkgltu—b £2)
1 ReLU : | ReLU H | i
|__ Dropout(p=03) || |___ Dropout(p=o3 | | Prrwe=02
Input neuron D\ Hidden layer 1 neuron Hidden layer 2 neuron Hidden layer 3 neuron Output neuron Fully connected g :
(d features) (128) (64) O (32) (2) connection Data flow

Fig 2: Architecture of the feed-forward network, showing the dimensional flow from input features to the two-class output.

Table 3: Layer specification (d = 25 for synthetic, 13 for real).

# Layer / Operation Configuration
1 | Linear + BatchNorm + ReLU + Dropout | d — 128, p=0.3
2 | Linear + BatchNorm + ReLU + Dropout | 128— 64,p =0.3
3 Linear + ReLU + Dropout 64 —>32,p=0.2
4 Linear (output) + Softmax 32 2

5. Mathematical Formulation

This section makes the transformations applied by the
network, the training objective and the evaluation metrics
formal. Notation is kept consistent throughout: x denotes an
input, W and b denote learnable weights and biases, z
denotes a pre-activation, p denotes a predicted probability,
and 0 denotes the full set of trainable parameters. Feature
standardization rescales each input dimension to zero mean
and unit variance:

x = £ @

Where x is the feature's value as presented in the training
set, p is the mean of the training-set's feature values, and o
is the standard deviation of its feature values. Where x is the
value of the original feature, p represents the mean value of
the feature in the training set, and ¢ represents the standard
deviation of the feature values in the training set, and X' is
the value of the standardized feature as it will be used as
network input. When training with only statistics, the
leakage of information from the test is prevented. Each
linear layer applies an affine transformation:

z=Wx+b @)

where x is the layer input, W the weight matrix, b the bias
vector, and z the pre-activation output. The network's
representational depth is obtained by chaining such layers
together with intervening non-linearities. The idea of batch
normalization % is to normalize the values of each pre-
activation within a mini-batch, followed by a learnable
affine correction:
5 — 2B

oA 3)

where p is the per-feature mean and o2 is the variance
calculated from the mini-batch, and ¢ is a small value added

for stability, while y and B are the parameters that will be
learned, which are used for scaling and shifting. It helps to
make the activation distribution more stable during training
and provides mild regularization. The rectified linear
activation introduces non-linearity:

ReLU(z) = max(0,z) 4)

This allows the network to learn interactions between the
features, otherwise the composition of linear layers would
be linear. Dropout 34 is applied after every hidden block of
units and causes the fraction (p) of the units to be turned off
during training to prevent co-adaptation. We use softmax to
map logs to class probabilities in the output layer:

e%i

P = Zjezj (5)

where z; is the logit for class i and p; the predicted
probability. The positive-class probability is retained for
threshold-based decisions and ROC construction. Training
minimizes a class-weighted cross-entropy loss:

L=-%w -1y =1i] - logp; (6)

Where 1[+] is the indicator function, p; the predicted
probability of class i, and w; the weight for class i. Weights
are used to reduce imbalance and they are inversely
proportional to the class frequency:

wg = —— (M

C-n;

where N is the number of training examples, C the number
of classes, and n; the count in class i. The complete objective
adds a weight-decay penalty:

Leotar = Leg(W) + 411017 (8)

where Loz (w) is the weighted cross-entropy of Equation 6,
and A the weight-decay coefficient. Optimization is via
Adam B3 which learns per-parameter learning rates based
on running gradient-moment estimates. The accuracy,
macro-averaged F1 score and area under the ROC curve are
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used to measure performance. F1 score for a class is the
harmonic average of its precision and recall:
Fl =2 . precision - recall (9)

precision + recall

The macro-F1 is the average of per-class Fls without
prevalence weighting, a weighting which assigns equal
importance to both classes. The area under the ROC curve is
threshold independent, from 0.5 (random ranking) to 1.0
(perfect separation). Reporting the three metrics together
removes the influence of calibrated classification from
underlying ability to rank.

6. Model Implementation and Training Configuration
6.1. Implementation and environment

Implementations were realized in Python with the PyTorch
deep learning framework 1 and with the data splitting, data
preprocessing, imputation, and computation of the
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metrics using scikit-learn F71. In the case of the compact
architecture and relatively small data set, the standard CPU
runtime was used for the experiments, which ran on the
Google Colab platform. Random seeds were set for the
framework and for the numerical libraries for better
reproducibility, i.e. repeated runs should give the same
result. The real data was obtained programmatically via a
repository client, so that the loading of data is fully scripted
and not reliant on manual handling of files.

6.2. Training configuration

A class weighted cross-entropy loss was used to train the
network with the Adam optimizer. The hyperparameters are
given in Table 4. A batch size of 256 and 80 epochs were
used for the big synthetic data set. A smaller batch size of
32 was used for the small real dataset and early stopping
was used to allow the training to proceed up to 300 epochs.
Values used in the real-data optimization study are marked
in the table.

Table 4: Training hyperparameters in the real-data optimization study.

Hyperparameter Value
Framework PyTorch (CPU runtime, Google Colab)
Optimizer Adam
Initial learning rate 1 x 1073 (5 x 10~* searched)
Weight decay (M) 1 x 10 (1 x 1073 searched)
Loss Class-weighted cross-entropy
Dropout rates 0.3/0.3/0.2(0.5/0.5/0.3 searched)
Batch size 256 (synthetic) / 32 (real)
Epochs 80 (synthetic) / <300 with early stopping (real)
Train / test split 80% / 20%, stratified
Cross-validation 5-fold stratified (real-data study)

6.3. Optimization protocol for the real data

The real dataset is small, and the train—test split is a high
variance estimator, and the expressive network is likely to
over fit the data. For the real data, a separate protocol was
then used, and is reported separately from the controlled
comparison. It includes early stopping on validation loss,

five-fold stratified cross-validation, a grid search on
learning rate, weight decay and dropout and an average
model that takes the results from each of the folds under one
of the best parameters. No tuning was performed and a hold-
out test set was separated, thus limiting model selection to
the development data. The workflow is shown in Figure 3.

UCI Data Preprocess

N30 - 13 featares Impute missing va{lucs
+ one-hot encoding

5-fold CV
Stratified deviation
across folds

Hold-out

80/20 stratified
(train/test)

Tuning
Hyperparameter
grid search

Train Folds
Train on 4 folds
with early stopping

Select Best
Select model with
highest CV AUC

Ensemble
Average predicted
probabilities

Evaluate
Evaluate on
hold-out test set

Fig 3: Workflow of the real-data optimization protocol.

7. Result

7.1. Architecture-controlled comparison

Table 5 and Figure 7 report performance across the three
settings. On the synthetic data the network achieved an
accuracy of 0.869, a macro-F1 of 0.850, and a ROC-AUC of
0.940. Transferring the identical architecture to the real data
reduced accuracy and macro-F1 to 0.787 while the ROC-

AUC remained comparatively high at 0.920. The contrast
between a marked accuracy declines and a modest ROC-
AUC decline indicates that the model preserved most of its
capacity to rank patients by risk on the real data even as its
calibrated classification weakened. This is the signature of a
decision boundary that is correctly oriented but imprecisely
located, consistent with high variance on a small sample.

36|Page


http://www.futureengineeringjournal.com/

[ international Journal of Future Engineering Innovations

www.FutureEngineeringJournal.com

Loss Curve
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Fig 4: Training and validation loss (left) and accuracy (right) on synthetic dataset across 80 epochs.
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Fig 5: Confusion matrix on the synthetic test set (1,800 patients).
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Fig 6: ROC curve on the synthetic test set (AUC = 0.940).

The training curves in Figure 4 illustrate the behavior
underlying these numbers. On the synthetic data, training
accuracy continued to rise while validation accuracy
stabilized near 0.87 and validation loss began to increase
after roughly ten epochs, an early indication of overfitting
even on the large dataset. The confusion matrix in Figure 5
shows balanced errors, with a modest number of false

negatives relative to correctly identified cases, and the ROC
curve in Figure 6 confirms strong overall discrimination.

Table 5: Performance across datasets and settings.

Setting Accuracy | Macro-F1 | ROC-AUC
Synthetic (9,000) 0.869 0.850 0.940
UCI real-baseline 0.787 0.787 0.920

UCI real-optimized 0.869 0.869 0.953
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Model Performance Across Datasets and Settings

0.95 4
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o
o
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{baseline)

0.953
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. Macro-F1
— ROC-AUC

LICI Real
{improved)

Fig 7: Accuracy, macro-F1, and ROC-AUC across the three settings.

7.2. Real-data baseline

If the same architecture was used with the actual UCI data,
but without the optimization protocol, its behavior would be
significantly different from the synthetic case. The curves in
the training plot of Figure 8 illustrates significant
overfitting, with the training accuracy reaching near 1 and

the validation accuracy oscillating between 0.80 and 0.85
with increasing loss with the number of epochs. The
confusion matrix in Figure 9 reflects the resulting errors on
the 61-patient test set, and the ROC curve in Figure 10
records a ROC-AUC of 0.920, indicating that discrimination
remained strong despite the weaker calibrated accuracy.

Loss Curve (UCI real data)

—— Train
0.7 - — Validation

0 20 40 60 80 100 120
Epoch

Accuracy

Accuracy Curve (UCI real data)

100 | — Train
— Validation

0.95

o
o
o

o
=
b

0.80

0.75
0 20 40 60 80 100 120
Epoch

Fig 8: Training and validation loss (left) and accuracy (right) on the real UCI dataset, showing pronounced overfitting.

True
No Disease

Disease

No Disease

Confusion Matrix (UCI real data)

Predicted

25.0

225

20.0

Disease

Fig 9: Confusion matrix on the real UCI test set, baseline model (61 patients).
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1.0

0.8

0.6

0.4

True Positive Rate

0.2

0.0

ROC Curve (UCI real data)

0.0 0.2 0.4
False Positive Rate

—— AUC = 0.920
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Fig 10: ROC curve on the real UCI test set, baseline model (AUC = 0.920).

7.3. Effect of the optimization protocol

The optimization protocol raised real-data accuracy and
macro-F1 to 0.869 and ROC-AUC to 0.953, an
improvement of roughly eight percentage points in accuracy
and more than three points in ROC-AUC relative to the
baseline. The optimized real-data model thereby matched
the synthetic-data accuracy and exceeded its discrimination.

The cross-validation search in Figure 11 shows that the
configuration with the strongest dropout achieved the best
mean ROC-AUC, direct evidence that overfitting, not an
intrinsic property of the real data, limited the baseline. The
confusion matrix in Figure 12 and the ROC curve in Figure
13 confirm the improved performance, with fewer false
negatives and a smoother, higher ROC curve than the
baseline.
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Fig 11: Mean five-fold cross-validation ROC-AUC for each hyperparameter configuration on the real data.

True
No Disease

Disease

No Disease

Confusion Matrix — Improved UCI Model

25
6
20
15
- 10
2
-5

Predicted

Disease

Fig 12: Confusion matrix on the real UCI test set, optimized model.
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Fig 13: ROC curve on the real UCI test set, optimized model (AUC = 0.953).

8. Validation
A number of design features contribute to the reliability of
the results reported; these are summarized.

8.1. Cross-validation and held-out testing

Model selection, using five-fold stratified cross-validation,
gave an estimate of variance, which was necessary for the
real data; a test set split before tuning gave an unbiased
estimate. The standard deviations of the cross-validation
were small, ranging from 0.02. The agreement between the
cross-validation estimate for the selected configuration with
the hold-out result, confirms that this agreement is
consistent with no selection bias.

8.2. Class Imbalance Handling

Both are imbalanced sets of data. The penalty (Equation 6
and 7) was weighted against the class frequency. Results
show the weighting to be effective with a balance of
accuracy (precision) and sensitivity (recall) in each class,
rather than a tendency to fall towards the majority class.

8.3. Guarding Against Information Leakage

Statistics and imputation values were only calculated on the
training data and then used on the held-out data, and
hyperparameters were only selected on the development
partition. These precautions make sure that the test estimates
are not over-inflated due to test information being used
during the construction of the model.

8.4. Partial ablation of the optimization components

The cross validation search can be considered as a partial
ablation over the strength of the regularization: weaker
regularization resulted in lower mean ROC-AUC while
stronger regularization resulted in the highest mean ROC-
AUC, and regularization was found to be the only factor

split baseline is also an indication of variance reduction due
to the cross-validated ensemble. A component-wise ablation
is indicated as future work.

8.5. Stability of the performance estimates

The reported performance is not an artefact of a particular
partition - the small standard deviations across cross-
validation folds give a quantitative indication of this. For all
8 hyperparameter configurations examined, the mean fold
ROC-AUC was kept within a narrow range and the fold-
level standard deviation was kept near 2 hundredths, thus
not influenced by noise but more stable to rank the
configurations. The random seeds for the framework and
numerical libraries were also fixed to ensure that the same
results were obtained from the same model configuration
when the model was rerun several times, which is essential
for comparison between the baseline and optimized model.
These properties suggest that the improvement in accuracy
(8 points) over the real data represents a real effect of the
optimization protocol and not just a sampling effect.

9. Comparative Analysis

Table 6 compares the optimized real-data model with some
published studies of the UCI Cleveland benchmark. This
accuracy of 0.869 is among the accuracy range of well
validated models in the range from 87% to 92%. Results
exceeding this range are often based on validation
procedures that do not fully distinguish between model
selection and testing and thus are not directly comparable
with the rigorous testing procedure adopted here. The model
is competitive to the existing classical and deep learning
models within these limitations and has a compact
architecture and transparent procedure. Gradient-boosted
tree ensembles like XGBoost %81 and CatBoost [ are strong
baselines for tabular clinical data, and are natural

affecting the results. The improvement relative to the single comparators for future extensions.
Table 6. Comparison with published UCI Cleveland studies.
Study Method Accuracy
Mohan et al. Hybrid RF + linear 88.7%
Jindal et al. KNN /LR / RF (mean) 87.5%
Shah et al. KNN 90.8%
Karthick et al. Random forest + selection 88.5%
Demir et al. SVM 92.42%
This work Optimized MLP (CV + ensemble) 86.9%
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Two qualifications apply. First, there are a number of
different validation protocols, feature selection strategies
and target encodings in the cited studies, and so the
accuracies cited are indicative but not strictly
commensurable. Secondly, the accuracy of the synthetic
data should not be included in this table as if it was a result
from real data, because that would be a mixing of two data
regimes. The comparison is thus limited to the real-data
model and the synthetic result is taken to be a statement
about the synthetic task.

10. Discussion

10.1. Principal Findings

The analysis includes two findings. After transferring the
architecture from synthetic to real data, accuracy was lost by
about 8 points, while the ability to rank held up; this
deficiency was corrected by regularization with the small
sample. The second observation is the more informative one
of the two measures of asymmetry. Accuracy dropped from
0.869 to 0.787 and ROC-AUC changed only from 0.940 to
0.920 when switching from the previous to the current data
regime, meaning that the ordering of patients based on their
predicted risk remained unchanged despite the change in
data regime. An evaluation that would report only accuracy
would have been a significant failure, an evaluation that
would report only ROC-AUC alone would have reported for
near-equivalence. Both of these readings are incomplete.
10.2. Why synthetic exceeded real
performance

This was easier to classify than the real cohort because the
synthetic corpus was made up of only a few texts. Several
mechanisms are likely to contribute, and here only partly are
separated from one another. Generators that preserve the
marginal distributions accurately can still reduce the
strength of higher-order relationships between variables, and
if the relationships contain noise as well as signal in the
actual patients, this reduction leads to more accurate and
stable estimates of the class boundaries. The pattern that is
observed here, with discrimination being transferred but not
calibration, fits that account. Another possibility is reduced
heterogeneity, a generated cohort has no measurement error,
no missing entries, no rare presentations and these are found
in the Cleveland records. Unlike real clinical data, there
were no missing values nor any duplicate records in this
synthetic dataset.

Work related to the problem supports the separation of
statistical fidelity and downstream realism. A Bayesian
network study of the same UCI family revealed that the size
and internal consistency of the source cohort was consistent
with the degree of benefit from synthetic augmentation, with
the greatest benefit observed in the noisiest cohorts and the
smallest benefits in the more complete cohorts, though these
were not always statistically significant 261, At large scales,
it was found that synthetic records from a dual adversarial
autoencoder enabled models that performed on par with
models trained on real data, but inconsistencies in the
models were revealed when running sex-stratified analysis
that did not show up in aggregate utility metrics 271, Both
findings go in the same direction as the present study: that
no matter how equal two groups are on a superficial
measure, they are not equal on the measure that is clinically
relevant.

performance
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10.3. The gap was remediable, not intrinsic

The second finding qualifies the first. The accuracy and
ROC-AUC for real-data were finally 0.869 and 0.953 after
early stopping, 5-fold cross validation, grid search and fold
ensembling, equal to the synthetic accuracy and higher than
its discrimination. The grid search picked out the best
dropout rate, which directly controlled the mechanism,
rather than by inference. The interaction of an expressive
network and 242 training records was the limiter on the
baseline, and not a characteristic of real clinical data per se.
The implication in practice is that having small real cohorts
does not necessarily limit the performance competitiveness
as long as the additional variation due to the small cohort is
explicitly controlled.

10.4. Implications for Model
Validation

These findings support a sequential workflow instead of an
alternative. However, synthetic data can be used for
prototyping architectures, debugging, and rehearsing
analyses within privacy constraints, and cannot replace
evaluation on real data. A study of colorectal cancer
survival from the transfer learning perspective took another
route: A model trained on synthetic data, and fine-tuned
using local hospital data, outperformed a model trained only
using local hospital data in the same settings, and the
authors showed that synthetic data should augment rather
than supplant real clinical models 8. In that study, the
performance for the direct zero-shot application was
degraded in most configurations, the closest analogue to the
untuned transfer reported here. The statements above are
based on the architecture-controlled design. Comparing the
results of the different studies does not allow for the
separation of a difference in performance to data
provenance. When all the three are kept constant and only
the data is changed, the attribution is direct. The drawback
of the design is its lack of breadth: it appeals to just one
architecture family and two target groups and the size of the
gap shown here should not be interpreted as a generally
valid constant.

Development and

10.5.Clinical Framing of The Metrics

In screening, the costs of false negatives and false positives
are rarely symmetric, and the appropriate operating point
reflects that asymmetry rather than a default threshold of
one half. ROC-AUC above 0.92 on both datasets indicates
that a threshold favouring sensitivity can be selected without
sacrificing ranking quality, and the softmax outputs make
that adjustment straightforward. Reporting threshold-
independent discrimination alongside a fixed-threshold
accuracy therefore conveys more usable information than
accuracy alone, particularly when a model developed under
one data regime is to be deployed under the cost structure of
another.

11. Limitations and Future Work

e The two datasets differ in feature set as well as size, so
the comparison reflects data provenance in aggregate
rather than a matched feature-by-feature correspondence.
Constructing aligned synthetic and real cohorts would
isolate the effect more sharply.

e One generator and one architecture family were
examined. Whether the transfer gap behaves similarly
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for adversarial or diffusion-based generators, or for tree
ensembles and tabular transformers, is untested here.

e The real dataset contains 303 records and test partition
61. Estimates on a partition of that size carry appreciable
uncertainty even with cross-validation and ensembling;
external validation on larger multi-site cohorts is
required before any clinical reading.

e Feature attribution was not performed %, so the study
does not establish whether the synthetic and real models
rely on the same predictors. This is a natural next step
and would test the distribution-shift explanations offered
in Section 10.2.

e The ablation of the optimization protocol was partial.
Future work should include a component-wise ablation
study to quantify the individual contributions of early
stopping, cross-validation, and ensembling.

12. Conclusion

A single feed-forward network applied without modification
to a synthetic cohort of 9,000 records and to the 303-patient
UCI Cleveland dataset achieved 0.869 accuracy and 0.940
ROC-AUC on the former and 0.787 accuracy and 0.920
ROC-AUC on the latter. The divergence between the two
metrics indicates that ranking ability transferred while
calibrated classification did not. A separate optimization
protocol on the real data, combining early stopping, five-
fold cross-validation, hyperparameter search, and fold
ensembling, raised real-data performance to 0.869 accuracy
and 0.953 ROC-AUC, with the search selecting the
strongest regularization setting. The gap was therefore a
consequence of fitting an expressive model to a small
sample, not a property of the real data.

Two claims follow from this evidence, and no more.
Performance measured on synthetic data can overstate the
difficulty of the corresponding real task, so synthetic results
require confirmation on real records before clinical
interpretation. And competitive performance on small real
cohorts is attainable through explicit variance control,
without additional data. The architecture-controlled design
supports these claims for one model family and two cohorts;
extending them to other generators, architectures, and
clinical domains remains open.
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